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1 Introduction and Background

The advent of increasingly sophisticated language models (LMs) and gen-
erative artificial intelligence has fundamentally transformed content creation
processes, raising profound questions about authorship and attribution. As Al
systems have gained the capacity to produce high-quality text, images, mu-
sic, and other creative works, the traditional boundaries between human and
machine-generated content have become increasingly blurred [38]. This tech-
nological evolution challenges longstanding assumptions about originality and
intellectual creation that have historically been linked exclusively to human in-
tellect.

The ability of large language models (LLMs) to generate credible and so-
phisticated content has highlighted numerous ethical challenges. In academic
contexts, Al tools can produce essays, reports, and other written assignments
with minimal human input, raising concerns about plagiarism and academic
integrity [33] [24] [B]. These concerns extend beyond education into scientific
communities, where questions about paper authorship have prompted some Al
conferences to ban submissions of entirely Al-generated scientific papers [14].

The collaborative nature of human-Al content creation further complicates
attribution. When humans provide parameters or inputs that guide Al systems
in generating content, the resulting works represent a form of collaborative au-
thorship that defies traditional categorization [35]. This collaboration raises crit-
ical questions about who deserves credit as an author and whether Al-generated
content can genuinely be considered original. The challenge extends to deter-
mining rightful attribution when multiple entities—human creator, Al system,
AT developer, and training data sources—all contribute to the final work.

While generative Al offers numerous benefits for content creation and cre-
ative assistance, its potential misuse for disinformation, plagiarism, and intel-
lectual property infringement has prompted research into detection and attribu-
tion methods. Researchers have developed approaches to identify Al-generated
content through watermarking techniques [32] and machine learning algorithms



that can distinguish between human and Al-authored texts by identifying subtle
distinguishing markers inherited from source language models [31] [23].

These developments have profound implications for intellectual property
rights, copyright law, and digital content creation. Without clear guidelines
for identifying and attributing Al-generated content, complex legal questions
arise regarding ownership, plagiarism, and accountability [§]. As AI continues
to advance, establishing frameworks for proper attribution becomes increasingly
important to ensure transparency about the origin of content and appropriate
recognition of both human and machine contributions to creative works.

The rise of generative Al technologies has blurred traditional notions of au-
thorship, raising critical questions about attribution, ownership, and orig-
inality of Al-generated content. These issues span across educational, cre-
ative, and legal domains, requiring new frameworks to address the ethical
implications of human-machine collaboration in content creation.

2 Legal and Copyright Frameworks

The legal and copyright frameworks surrounding Al-generated content vary
significantly across jurisdictions, creating a complex landscape for creators,
users, and developers. Traditional copyright law was designed to protect human
intellectual creation, but AI challenges these established notions by potentially
creating works with minimal human input [I1] [2]. This fundamental tension
has resulted in divergent approaches worldwide.

In the United States, the Copyright Office has explicitly stated that AI
cannot be recognized as an owner of creative works, with only human portions
of co-created works eligible for copyright protection [I7]. This position was
reinforced by the United States District Court for the District of Columbia,
which ruled that artwork generated autonomously by AI alone is not entitled
to protection under the Copyright Act [I]. This determination establishes an
important precedent that may influence how AI contributions are recognized in
various contexts, including academic publishing.

In contrast, other jurisdictions have developed more accommodating frame-
works. The United Kingdom’s Copyright, Designs and Patents Act (CDPA)
of 1988 stipulates that for computer-generated works, the person who under-
takes the necessary arrangements for the creation is considered the author [16].
Similar provisions exist in New Zealand, Hong Kong, and Ireland [16]. China
has taken a different approach, with two court decisions indicating that Al-
generated content may be eligible for copyright protection by a user or platform
developer if it constitutes an “original intellectual achievement” [17].

The European Union’s approach remains less defined. The EU Al Act no-
tably lacks specific legal guidance on Al authorship, focusing instead on trans-
parency requirements without specifying implementation details [17]. This reg-
ulatory gap reflects the ongoing struggle to balance innovation with established
legal principles.



For users of Al systems, ownership arrangements often depend on specific
agreements with the technology developers. For example, OpenAl states that
customers using models like GPT-3 or DALL « E possess full rights over pro-
duced content, including commercial use, though users must attribute the con-
tent to themselves or their company and disclose that it was Al-generated [11].
Meanwhile, OpenAl retains all rights to the underlying language models and
APIs.

In determining authorship and ownership, scholars have proposed focusing
on the causal connection between human input and the resulting Al-generated
work [16]. This approach is particularly valuable when multiple parties con-
tribute to the creative process, helping to determine true relationships between
contributors and addressing questions of co-authorship. Some experts suggest
that AT should be regarded as a tool employed by the human author rather than
an autonomous creator, particularly for Al-assisted works [16].

The issue extends beyond individual ownership to questions about training
data usage. Recent legal disputes, such as lawsuits against using copyrighted
material for training models like Codepilot, highlight concerns about the legal
implications of using protected works to develop AI systems [11] [15].

These divergent approaches to Al authorship and copyright protection un-
derscore the need for international harmonization of copyright laws [I3]. As
AT technology continues to evolve, there may be a growing need for pioneering
copyright classifications that can navigate the unique contributions of both hu-
mans and Al in the creative process, potentially requiring collaborative efforts
among publishers, researchers, and legal professionals [I] [13].

Current copyright frameworks struggle to address Al-generated content,
with significant international variations in how authorship, ownership, and
protection are determined. While some jurisdictions recognize humans who
arrange for Al-created works as authors, others deny copyright protection
entirely for Al-generated content, creating a complex legal landscape that
continues to evolve.

3 Authorship Models and Theories

The advent of generative Al has fundamentally challenged traditional con-
ceptions of authorship, prompting scholars to develop new theoretical frame-
works that can accommodate the collaborative nature of human-Al content
creation. At least four interpretative models have emerged to address machine
involvement in the creative process: (1) viewing the algorithm’s output as a cre-
ative contribution by its creator; (2) treating AI as an enhanced tool with full
attribution going to the human user; (3) considering a partial attribution model
where credit is shared between the tool user and creator; and (4) exploring more
radical notions of AI personhood or corporate ownership [20].

These theoretical approaches reflect the increasingly complex relationship
between human creators and Al systems. As generative Al’s capabilities ex-



pand, questions about whether AT should be credited as a co-author have gained
prominence in academic discourse. The academic community faces two critical
questions: whether AI should receive co-authorship credit when involved in
writing processes, and whether Al assistance undermines human authors’ con-
tributions [9]. While some researchers have attempted to list Al systems like
ChatGPT as co-authors, these efforts have generally met with negative responses
from academic publishers, many of which have explicitly banned such practices
[9].

The evaluation of Al’s eligibility for authorship status reveals significant gaps
when assessed against traditional authorship criteria. While AT may arguably
contribute intellectually by generating novel content, it fails to meet other es-
sential requirements, particularly accountability and the ability to provide final
approval of manuscripts [9]. This deficiency in accountability is reinforced by
service terms from companies like OpenAl, which assign all rights to content to
human users while retaining rights to the underlying models themselves [12].

Many scholars and legal experts advocate for viewing Al primarily as a tool
employed by human authors rather than an autonomous creator, particularly
in cases of Al-assisted works [16]. This approach aligns with existing statutory
frameworks in jurisdictions like the UK, New Zealand, Hong Kong, and Ireland,
where legislation designates the person who makes the necessary arrangements
for computer-generated works as the author [16]. A key factor in determining
authorship under this model is establishing a causal connection between human
input and the resulting Al-generated output, which becomes especially valuable
when multiple contributors are involved in the creative process [16].

The collaborative nature of human-Al content creation introduces complex-
ities in attribution that traditional plagiarism frameworks cannot fully address.
While AT lacks the agency and accountability required for authorship, deter-
mining how to properly attribute its contributions remains challenging [28].
For instance, incorporating Al-generated text into a manuscript without attri-
bution could misrepresent the originality of the work, yet traditional plagiarism
concepts may not apply directly since Al is not human and its output stems
from human prompts [2§] [27]. This ambiguity extends to the use of novel ideas
generated through AI brainstorming, highlighting the need for more nuanced
attribution models that acknowledge the collaborative nature of human-AI cre-
ativity [28].

The transformative impact of Al on authorship extends beyond attribution
to fundamental questions about originality. AI’s ability to generate content
based on existing works or through algorithmic processes challenges conventional
notions of creative originality [35]. Concepts of authorship and originality that
have traditionally been linked to human intellect are being reevaluated as Al
blurs the distinction between human and machine-generated content [38] [18].

In professional contexts, attribution practices vary widely. In journalism, Al
contributions are sometimes declared but not consistently, with some guidelines
recommending that algorithmic text parts be mentioned in disclosure state-
ments rather than bylines [I2]. In academic publishing, scientific associations
like Nature and arXiv have developed policies that generally discourage list-



ing text generation tools as authors, instead recommending their mention in
methodology sections [12].

As these theoretical frameworks continue to evolve, there is a growing recog-
nition of the need for clearer guidelines regarding intellectual property rights,
cultural sensitivity, and artistic integrity in Al-generated content. Recommen-
dations include developing explicit rules for attributing Al-generated content
that acknowledge both human and AI contributions, as well as establishing
procedures to verify the legitimacy and originality of Al-produced works [39].
These emerging models and theories reflect ongoing efforts to reconcile tradi-
tional conceptions of authorship with the novel creative processes enabled by
human-AT collaboration.

Traditional authorship concepts are being challenged by AI technologies,
giving rise to various theoretical models for attributing work produced
through human-Al collaboration. These models range from viewing Al
as a tool used by humans to considering partial co-authorship arrange-
ments, with implications for academic integrity, publication practices, and
copyright ownership.

4 Technical Approaches to Attribution

As generative Al technologies become more sophisticated, technical solutions
for attributing Al-generated content have emerged to address concerns related
to misinformation, plagiarism, and intellectual property infringement. These
attribution approaches fall into two main categories: detection-based methods
that identify AI authorship through analysis of text characteristics, and water-
marking techniques that embed traceable information into generated content.

Detection-based attribution methods leverage the insight that Al-generated
texts contain subtle distinguishing markers inherited from their source language
models (LMs), which can be identified through machine learning algorithms [31].
These techniques treat attribution as a multi-class classification problem, where
the goal is to map a given text input to its originating source among several
known generators [25]. Neural authorship attribution is crucial for enhancing
the transparency of Al-generated text and provides valuable insights for crafting
appropriate countermeasures against malicious use of large language models
(LLMs) [26] [42].

Recent research has expanded the traditional notion of authorship attribu-
tion, which historically focused on identifying human authors, to encompass
attributions by humans, machines, or combinations thereof [40] [42]. This evo-
lution has been driven by the increasing difficulty in distinguishing between
human and machine-generated text as the quality of Al outputs continues to
improve. Studies have shown that pre-trained language models can generate
texts that capture the intrinsic stylistic patterns of specific human authors and
successfully deceive state-of-the-art authorship attribution models [22]. These
findings highlight both the capabilities of generative Al to mimic human writing



styles and the challenges in developing reliable attribution methods.

Watermarking represents another important technical approach to attribu-
tion, offering a more proactive solution by embedding identifiable signals directly
into Al-generated content. Recent work has developed practical watermarking
techniques that enable more reliable attribution of content while maintaining
text quality and usability [32]. These approaches help differentiate between
human-authored and Al-generated content without significantly compromising
the utility of the generated text.

Attribution methods have further evolved to enable user-level identification,
where unique watermarks are assigned to individual users of generative Al ser-
vices and embedded into their Al-generated content [2I]. This advancement
allows for tracing content back to specific users who created it, adding an addi-
tional layer of accountability to the use of generative Al technologies.

The importance of attribution extends beyond simply identifying Al-generated
content to determining precisely which LLM generated a given text. This capa-
bility transforms Al-generated text detection from a binary classification task
(human vs. LLM) into a multiclass classification problem where each class
corresponds to a specific LLM [6] [43]. Such detailed attribution can enhance
confidence in detection outcomes, promote greater content integrity, and protect
against various forms of misuse of Al-generated content.

Improving the explainability of attribution models is also gaining attention,
as transparency and trust are essential when these models are integrated into
fields such as forensic investigation, academia, and journalism [I9]. Explain-
able Al techniques specifically designed for authorship attribution can provide
clear reasoning behind attributions, which is particularly important when such
evidence is used in legal proceedings [7] [36].

Recent research has demonstrated that even advanced models like GPT-40
maintain distinguishable characteristics that can serve as indicators of machine
authorship, providing valuable insights for stylometric analysis and identifica-
tion of machine-generated texts [3]. Novel frameworks using textual embeddings
from pre-trained language models have also been proposed to reliably distinguish
between Al-generated and human-authored text [23].

As the volume and sophistication of Al-generated content continue to grow,
these technical approaches to attribution play an increasingly vital role in mit-
igating potential harms, protecting intellectual property, and promoting trust
and transparency in digital content creation. The ongoing development of more
effective and explainable attribution methods remains an active area of research
with significant implications for how society navigates the expanding landscape
of human-AT content collaboration.

Technical approaches to Al-generated content attribution include machine
learning algorithms that identify subtle distinguishing markers in synthetic
text, and watermarking techniques that embed identifiable signals into gen-
erated content. These methods aim to differentiate between human and Al
authorship, trace content back to specific language models, and even at-




‘ tribute texts to individual users of generative Al services.

5 Ethical and Academic Considerations

The integration of generative Al into academic and professional workflows
has precipitated complex ethical dilemmas that challenge traditional concep-
tions of academic integrity, originality, and intellectual ownership. As Al tools
become increasingly sophisticated at generating high-quality text, universities,
publishers, and academic communities are grappling with fundamental ques-
tions about how to maintain ethical standards while embracing technological
innovation.

In educational settings, Al-generated content has sparked particular concern
regarding academic assessment and integrity. Studies have demonstrated that
Al-powered text generation tools can produce essays, reports, and other written
assignments with minimal human effort [33] [24] [5]. This raises pivotal questions
about the acceptability of using Al-generated content in academic contexts,
where traditional assessment methods are foundational to student evaluation.
The ease with which students can generate sophisticated essays through Al
tools threatens to undermine conventional evaluation methods and creates new
challenges for detecting academic misconduct.

Within scientific communities, concerns extend to the authorship of papers
and the ownership of Al-generated content. Many AT conferences have explicitly
banned the submission of entirely Al-generated scientific papers in response to
these concerns [14]. Since the release of ChatGPT in November 2022, there
has been a notable surge in academic papers attempting to list ChatGPT as
a co-author, though this practice has largely met with negative responses from
publishers, many of whom have explicitly banned listing AT tools as authors [9].

Academic publishers have widely rejected AI authorship based on estab-
lished criteria for scholarly contribution. Major publishing entities including
the Committee on Publication Ethics, Cambridge University Press, and Else-
vier have issued statements emphasizing that Al tools cannot meet authorship
requirements because they cannot take responsibility for submitted work [34].
The consensus against granting AI authorship stems primarily from AI’s lack
of agency and accountability—it cannot be held responsible for errors or ethi-
cal considerations, understand all that is written, or provide final approval of
manuscripts [28] [29].

By late spring 2023, a survey of 300 top academic journals revealed that
over half had implemented Al authorship policies and guidelines for acknowl-
edging Al usage in manuscript preparation [29] [30]. These acknowledgments
are typically made in methods or acknowledgment sections, although some jour-
nals have introduced special sections specifically for disclosing Al usage. These
policies generally maintain that AT models should be used for improving the
quality of written works rather than generating new content from scratch, as
language models rely on their training data when generating content, raising
concerns about originality and potential copyright infringement.



The proper attribution of AI contributions presents particular challenges
that traditional plagiarism frameworks cannot fully address. While incorporat-
ing Al-generated text into a manuscript without attribution could misrepresent
the originality of the work, traditional definitions of plagiarism—which involve
appropriating another person’s intellectual work as one’s own—may not directly
apply since Al is not human and its output stems from human prompts [28] [27].
This creates ambiguity about appropriate citation practices for Al-generated
content, as there are no absolute criteria for distinguishing between acceptable
use and potential misappropriation of Al contributions.

Beyond academic integrity, the rise of Al-generated content raises broader
ethical concerns about intellectual property rights, cultural sensitivity, and the
maintenance of artistic integrity [39]. As Al systems become increasingly profi-
cient at mimicking human language and creativity, questions arise regarding the
ownership and attribution of Al-generated content [§]. Without clear guidelines
and mechanisms for identifying the origin of text, issues might arise concerning
plagiarism, copyright infringement, and legal responsibility, challenging estab-
lished norms in intellectual property law and digital content creation.

AT systems also introduce the risk of unintentional plagiarism if Al-generated
text closely resembles existing works, as these systems generate content based on
large datasets [44] [37]. To address these concerns, experts recommend clearly
defining rules for attributing Al-generated content that acknowledge the contri-
butions of both human and AT creators, establishing procedures for verifying the
legitimacy and originality of Al-produced works, and practicing transparency
when AT tools are used in content creation [39].

As Al technology continues to evolve, the ethical considerations surrounding
its use in academic and creative contexts will require ongoing attention from
institutions, publishers, and individual users. Developing comprehensive ethical
frameworks that balance innovation with integrity remains a critical challenge
for academic communities navigating this technological transition.

Al-generated content raises significant ethical challenges in academia, in-
cluding concerns about plagiarism, attribution, and academic integrity. In-
stitutions have implemented various policies in response, generally requir-
ing disclosure of AI use while prohibiting AI tools from being listed as
authors due to their lack of accountability and understanding.

6 Current Practices and Guidelines

Academic Publishers’ Policies: By late spring 2023, over half of the top 300
academic journals had implemented AI authorship policies and guidelines for
acknowledging AT usage in manuscript preparation [30]. These acknowledgments
are typically made in methods or acknowledgment sections, with some journals
introducing special sections specifically for disclosing AI usage [29)].

Scientific Associations’ Guidelines: Major scientific associations including
Nature and arXiv have published policies that discourage or prohibit listing



text generation tools as authors, instead recommending adding the tools to a
Methods section [11] [12].

Al Authorship Rejection Rationale: Academic publishers reject Al author-
ship primarily because Al cannot meet standard authorship criteria: contribut-
ing to writing, understanding all content, and taking responsibility for what is
written. Al tools fail particularly on understanding content and taking respon-
sibility [29] [1].

OpenAl’s Attribution Requirements: OpenAl stipulates that customers us-
ing models like GPT-3 or DALL « E possess full rights over produced content,
including commercial use. However, texts generated by these models must be
attributed to the user’s name or their company, and it must be stated that the
content is Al-generated [11] [12].

Journalism Disclosure Practices: In journalism, AI contributions are some-
times, but not always, declared. Guidelines suggest referencing software vendors
in the byline of automatically generated articles, whereas a mention in a full
disclosure statement would be sufficient for articles where a human writer used
algorithmic text parts [11] [12].

Legal Transparency Requirements: Emerging legal frameworks address Al
content disclosure, with the EU AI Act and the California AI Transparency
Act both requiring disclosure of Al-generated content, though neither specifies
implementation details [17].

Research Attribution Markup Language (RAML): To address attribution
challenges in academic publishing, a standardized JSON-based schema called
RAML has been proposed for tagging Al-generated content within manuscripts.
RAML defines various levels of Al involvement: ”Generated” (fully created by
AI), "Edited” (generated by AI but revised by humans), and ”"Suggested” (pri-
marily human-authored with AI suggestions) [4].

Copyright Court Decisions: The United States District Court for the District
of Columbia has confirmed that artwork generated autonomously by Al alone
is not entitled to protection under the Copyright Act, setting an important
precedent for those seeking copyright protection for Al-generated content [1].

Jurisdictional Variations: Copyright approaches vary significantly across
countries. While the US Copyright Office states Al cannot be recognized as an
owner of creative work, China has indicated Al-generated content is eligible for
copyright protection if it’s an "original intellectual achievement,” and the UK
designates whoever made the ”arrangements necessary for the creation of the
work” as the owner [17].

Tool vs. Creator Distinction: Current guidelines generally position Al as
a tool for improving the quality of written works rather than generating new
content from scratch, particularly in academic contexts where concerns about
originality and copyright infringement arise when language models rely on their
training data [29].

Organizations and publishers have established guidelines for Al-generated
content attribution that vary across fields and jurisdictions, generally re-



quiring disclosure of Al use while prohibiting Al tools as authors. These
guidelines include specific attribution requirements, disclosure practices,
and distinctions between different levels of Al involvement in content cre-
ation.

7 Future Directions and Challenges

As Al-generated content becomes increasingly sophisticated and prevalent,
several critical challenges and research directions are emerging that will shape
the future of authorship attribution. One of the most pressing technical chal-
lenges involves developing more robust watermarking techniques that can reli-
ably identify Al-generated content while maintaining text quality and usability.
These techniques are essential for mitigating harmful activities such as dis-
information, plagiarism, and intellectual property infringement that could be
facilitated by advanced language models [32].

The future of attribution systems will likely move beyond simple binary clas-
sification (human vs. AI) toward more nuanced approaches that can identify
specific AT models responsible for generating content. This evolution transforms
attribution into a multiclass classification problem, where each class corresponds
to a particular language model. Such precise attribution can enhance confidence
in detection outcomes, particularly important since many Al detectors operate
as "black box” classifiers with limited explainability [6] [41]. Correctly identi-
fying which specific language model generated a text promotes greater content
integrity and helps protect against various forms of Al-generated content misuse
6] [3).

Improving the explainability of attribution models represents another cru-
cial research direction. As these models become increasingly integrated into
fields such as forensic investigation, academia, and journalism, ensuring trans-
parency and trust in their decisions becomes paramount. Developing explainable
AT techniques specifically for authorship attribution can lead to methodologies
where the reasoning behind attributions is clear and understandable—particu-
larly important when such evidence is used in legal proceedings [19] [36]. Tradi-
tional attribution methods, which rely on stylistic and linguistic features, often
struggle to distinguish between human-authored texts and those generated by
large language models that can adeptly replicate these features, highlighting the
need for enhanced methodologies [19] 7] [10].

Standardization of attribution practices will be essential as Al becomes more
integrated into research and publishing workflows. Proposals like the Research
Attribution Markup Language (RAML) represent steps toward creating system-
atic methods for tagging Al-generated content within academic manuscripts.
RAML’s JSON-based schema allows authors and reviewers to track which sec-
tions were generated, modified, or influenced by Al, defining various levels of
AT involvement (Generated, Edited, Suggested) along with metadata about the
specific AI models used [4]. Such standardized attribution mechanisms will be
increasingly important for maintaining the credibility and integrity of academic
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publishing as Al plays a growing role in scientific discovery.

From a legal perspective, the international harmonization of copyright laws
presents a significant challenge. Current inconsistencies in how different ju-
risdictions handle AI authorship create uncertainty for creators and users of
Al-generated content. Future frameworks will need to navigate the unique con-
tributions of both humans and AT in the creative process, potentially requiring
pioneering copyright classifications that can accommodate these novel forms of
collaboration [13].

Ethical considerations will also shape future attribution systems and prac-
tices. There are growing concerns about Al systems reflecting or intensifying
biases from their training data, underscoring the need for creating fair and un-
biased AI models [13]. Addressing these biases will be essential for ensuring
that attribution systems themselves don’t perpetuate discrimination or unfair
treatment.

As the technology continues to evolve, attribution methods will need to
adapt to increasingly sophisticated Al systems capable of generating content
that closely mimics human writing styles. This ongoing technological arms race
between generation and detection capabilities will require continuous innova-
tion in attribution techniques. The development of these systems will demand
multidisciplinary collaboration among computer scientists, legal experts, pub-
lishers, and ethicists to ensure that attribution practices balance innovation with
integrity, transparency, and fairness.

The evolution of Al-generated content necessitates developing improved
attribution technologies and harmonized international copyright frame-
works. Key challenges include enhancing detection accuracy, improving
model explainability, standardizing attribution protocols, and addressing
ethical concerns like bias in Al systems.
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